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Executive Summary

Intelligence analysis of blockchain-based financial activity is hampered by the networks’
inherent complexity and deliberate decentralization, which obscure illicit transactions.
Compounding the challenge, these networks are highly imbalanced: illicit actors represent only a
small fraction of all activity, making it difficult to identify and label them quickly and accurately.
Effective detection depends on well-labeled data, yet human error, bias, and the time and
expense of cleaning messy datasets often undermine analytic performance.

Active machine learning offers a path forward. In this effort, NSDPI researchers develop
new active learning methods that explicitly incorporate network structure to improve
performance. The result is TwoStepALWithCC, an algorithmic tool that combines a supervised
method (CO) with a collective classification method (CC) to infer labels across the network. This
approach outperforms established techniques for detecting illicit nodes while requiring
substantially fewer labeled samples. The attached technical report provides documentation for
the algorithmic tool, which is now shared on GitHub.

For the intelligence community, the implications are significant: TwoStepALWithCC
enables analysts to identify high-value targets for labeling and analysis in data environments
where labeling is difficult, time-consuming, and costly.



Introduction

Illicit financial activities pose a significant burden for the world economy and detecting and
stopping them are important challenges for financial and law enforcement agencies Jensen and
losifidis [2023]. The challenge is not a lack of data, but a lack of correctly labeled data. Whether
investigating financial crimes, counterterrorism networks, or cyber threats, it can be difficult and
time consuming for intelligence analysts to identify rare bad actors in webs of complex data.

Today’s complex financial systems and cryptocurrencies such as Bitcoin, which are
inherently decentralized and anonymous, make it even harder to detect illicit activities. Typically,
these datasets are highly imbalanced, since a very small fraction of nodes engage in illicit
activities. These challenges have motivated work on developing machine learning methods to
identify illicit transactions and wallets in cryptocurrency networks and financial trading networks
Elmougy and Liu [2023]; Sun et al. [2022]; Bartoletti et al. [2018]; Hu et al. [2019]; Monamo et
al. [2016a]; Hirshman et al. [2013]; Lee et al. [2020]; Pham and Lee [2016]; Turner and Irwin
[2018]. When enough information about illicit transactions or wallets is available, simple
supervised methods do quite well in identifying illicit ones Elmougy and Liu [2023]. This is,
however, rarely the case. Labeling of a node is expensive and time consuming, since it must be
done by expert analysts through careful investigations of complex patterns of transactions across
multiple networks Starnini et al. [2021]. This motivates the design of strategies for choosing
nodes carefully before sending them to annotators for labeling with the assistance of machine
learning tools.

NSDPI offers a new algorithmic tool (TwoStepALWithCC) to ease this task and
generate insight from convoluted blockchain transaction data. The enclosed report indicates how
this newly designed Al algorithm, which uses a specific kind of machine learning called active
learning, can be adapted to sift through enormous transaction networks, spotlighting the handful
of illicit actors with far fewer labeled examples than previously thought possible.

This capability has significant implications for use in the intelligence community.
Consider the task of identifying a drug trafficker within a cryptocurrency network. The network
may contain thousands of nodes, most of which are either irrelevant or benign. Historically,
intelligence analysts would sift through these myriad datapoints and label the ones most likely to
yield valuable intelligence, but this is time consuming, expensive, and prone to human error. The
TwoStepALWithCC tool uses active learning to find hidden actors in financial networks, even
when data is incomplete, mislabeled, and immense.

The attached paper that produces TwoStepALWithCC builds on two earlier analyses in the
same series:

e Efficient Detection of lllicit Financial Activity: This paper investigated how much
labeling is considered “enough.” The researchers found that analysts do not need to label
everything; in fact, clearly labeling less than 4% of known bad actors can give machine
learning a decisive edge.

e  Quantifying the Mislabeling Penalty in Cryptocurrency Networks: This paper highlighted
how human error is inevitable in analysis and how this can weaken detection of illicit
actors overall. It underscored the importance of methods that can tolerate bias and
imperfection in the human-provided labels.



TwoStepALWithCC is a culminating product of these efforts and has been shown to achieve
results comparable to a full-information model while using only a fraction of the samples usually
required.

Methodology

While most active learning research on financial networks has treated network structure only
indirectly, a smaller set of studies explicitly incorporates structural information to enhance
performance Bilgic et al. [2010], Ji and Han [2012], Aggarwal et al. [2014], Jia et al. [2019],
Cunha et al. [2023]. Two proposed approaches to node classification have emerged: collective
classification (CC), which infers a node’s label from its neighbors, and content-only
classification (CO), which draws only on the node’s own features and labels.! Researchers can
compare the results from both methods and, if there is disagreement, flag the observation for
further review. This approach provides significant improvement in performance. However, such
methods have not been applied to financial networks.

TwoStepWithCC is a new approach to detecting illicit nodes in cryptocurrency networks that
uses both CO and CC in uncertainty scoring. Rather than treating each wallet in isolation, it
looks at patterns among neighbors, enabling more accurate identification of bad actors. Outlined
below, this method enables analysts to find hidden actors in convoluted and vast financial
networks, even when data is incomplete or mislabeled.

I. Goal: Spotting suspicious activity in Bitcoin transactions

The value of TwoStepALWithCC is its ability to more quickly determine illicit activity in vast
financial networks. Figure 1 shows how Bitcoin transactions form a network of wallets. Each
transaction connects to different data points, and by analyzing these connections, illicit patterns
can be gleaned.

11. Collective classification with semi-supervision

Classification of illicit nodes starts with known, labeled examples. Collective classification
leverages the structure of network data to improve node labeling. It operates through a two-step
process using two models Sen et al. [2008]. The first, the Content-Only Classifier (CO), is
trained on features of known illicit and non-illicit nodes to predict labels for the remaining
unlabeled nodes. These predictions are then used to summarize the behavior of each node’s
neighbors. The second model, the Collective Classifier (CC), combines a node’s own features
with those of its aggregated neighbors to predict whether it is illicit or non-illicit. This two-step
approach enhances accuracy by drawing on both individual attributes and network-level
relationships.

! More information on CC and CO can be found in the attached technical paper.
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Figure 1: Three connected transactions and the implied wallet-wallet network from these transactions. Colors
indicate different addresses. (a) Each white box is a transaction, with smaller boxes indicating inputs and outputs.
Txn 1 shows the green address sending coin to the red address. Out 2 in Txn 1 is a change output in which the red
user sends the change remaining from this transaction back to itself. Txn 2 is a consolidation transaction in which
the red address combines its "loose change" into a single output. Txn 3 depicts the red address sending BTC to the
yellow and blue addresses, with Out 3 being change output. Notice that the amount of coin coming out of a
transaction is always less than the amount coming in. That is because the issuer of a transaction must pay a
transaction fee to bitcoin miners. (b) The network implied by the transactions in (a). A transaction with m inputs and
n outputs produces mx n edges in the address graph.

I11. Active learning

Labeling every node in a Bitcoin or other financial network is too time consuming and expensive
for intelligence analysts. Active learning is a smarter strategy that selectively chooses which
nodes to label next. It starts by randomly selecting small batches of nodes to label manually.
These nodes are then used to train the CO and CC models. It is an iterative process where
unlabeled samples are selected to be annotated to reveal the most useful information about the
underlying dataset. If there is disagreement between the models on a specific node, researchers
measure how uncertain the models are about that node and that node is then investigated. The
most uncertain nodes (the ones with the most disagreement between the two models) are then
labeled next. This allows for the focus of the research to be on the most confusing and therefore
informative nodes, helping the system learn faster and more accurately while also reducing the
total number of nodes that need to be labeled.

IV. Using transactions to create a network

Comparing predictions between the CC and CO models allows for the creation of more accurate
networks with less labeled data. Labeling nodes with the highest uncertainty score ensures that
every labeled node contributes the most pertinent information for the overall network.



Findings

NSDPI researchers validated the algorithm through two analyses: (1) assessing the role of
network structure by evaluating the performance of CC, and (2) evaluating the impact of the
combination of active learning and network structure on the performance of TwoStepALWithCC.
The experiments were conducted on diverse datasets with multiple variants, placing an emphasis
on exploring the tradeoff between classification performance and sample set size while
benchmarking against established baselines.

1. Comparing AL approaches/the role of CC

The results show that when determining the number of nodes to label, relying on network
connections between nodes is more effective than looking at nodes in isolation. This was
determined by comparing the CC model, which uses both neighbors and individual
characteristics, against simpler models that ignore the underlying network structures (denoted as
NoCC). Researchers found that models that use CC need far fewer labeled samples, sometimes
as few as one thousand, compared to NoCC models. When active learning was added, the sample
size dropped even further. The researchers’ proposed method (AL-CC-2DA-AVG-NoCS)
matched or beat previous state-of-the-art techniques while using up to 22% fewer labeled
samples. This is significant for intelligence work because in the IC’s time-sensitive, data-heavy
environment, reducing the amount of labeled data required to reliably detect illicit activity is
critical for operational efficiency.

Strategy HI-Small LI-Small Elliptic++
NoAL-NoCC 460000 630000 730000
NoAL-CC 40000 40000 130000
AL-CC-NoDA-ds-CS 9200 1800 7600
(Bilgic et al.| [2010])

AL-CC-ZDA-AVG-NoC 9200 1400 7000
(our approach)

Table 1: Number of labeled samples needed to achieve the same or higher F1 score on the minority class as
compared to a NoCC model trained on the entire training set without labels.

II. Ablation study

NSDPI researchers undertook a series of ablation studies (systematically removing or altering
components of a model to see how it alters performance). The studies revealed that using two-
step disagreement filtering (2DA) consistently improved performance across datasets. While
collective classification (CC) helped overall, it was slower to identify useful samples, especially
in highly imbalanced datasets. However, when paired with 2DA, CC overcame this weakness.
The key takeaway is that while each component of the researchers’ tool adds value, their
combination unlocks the system’s full potential. In other words, the IC should consider applying
the tool TwoStepALWithCC in its entirety to achieve the greatest benefit.



ITI.  Neighborhood aggregation

The final set of experiments explored how the proposed approach performed when using
different aggregation functions to collect label information. Three different aggregation strategies
were tested, including looking at just direct neighbors (1Hop), expanding to neighbors-of-
neighbors (2Hop), and separating the two (1Hop2HopSep). The researchers compared the effect
of directionality on performance. They find that treating the neighborhood as an undirected graph
produces much better results across all datasets. This makes sense as illicit nodes can play dual
roles—both as receivers and senders of illicit transactions. Among the aggregation strategies,
combining both 1Hop and 2Hop data separately gave the most nuanced view, helping the model
make more accurate predictions.

Conclusion

Detecting illicit actors in financial transaction networks remains a critical challenge for financial
regulators, law enforcement, and the intelligence community. The scarcity of labeled data makes
traditional machine learning approaches inefficient and costly. The NSDPI algorithmic tool,
TwoStepALWithCC, addresses this challenge by combining active learning with collective
classification—Ileveraging both individual node behavior and the broader transaction network
structure. Through experimentation, NSDPI researchers demonstrated that this approach
dramatically reduces the number of labeled nodes needed while improving detection accuracy,
especially in highly imbalanced datasets where illicit activity is difficult to isolate.

By prioritizing the most informative samples and highlighting disagreement between
models, TwoStepALWithCC adapts to complex patterns of illicit behavior. Its ability to
outperform existing methods with fewer resources makes it especially valuable in intelligence
settings where time, budget, and human labeling capacity are limited. For the intelligence
community, this means faster identification of suspicious nodes, more efticient allocation of
investigative resources, and enhanced knowledge of vast financial datasets.



AN Al ALGORITHM FOR NETWORK-BASED ACTIVE LEARNING
FOR IDENTIFYING ILLICIT ACTORS IN FINANCIAL TRANSACTION
NETWORKS

Executive Summary

Detecting illicit financial transactions in financial networks depends on having a good set of labeled data. However,
labeling is expensive, as it requires detailed investigations by expert analysts. Further, financial networks are highly
imbalanced, making the design of machine learning methods challenging. Active learning, which carefully chooses data
points for annotation, has been shown to improve performance for such problems. However, all prior active learning
methods have only used network structure in an implicit manner. This study aims to develop strategies to improve the
performance of active learning methods for detecting illicit nodes in financial networks by using network structure
explicitly.

Technical contribution. We design a new active learning based approach for detecting illicit nodes in cryptocurrency
networks by using network structure more explicitly. Our approach extends active learning by incorporating a supervised
method (referred to as CO) and a collective classification method (referred to as CC), which infers labels for all nodes
using information about neighbors, into the uncertainty scoring technique; this extends prior work in this area, which
only uses the disagreement between CO and CC. We find that our approach gives an improvement over all prior methods
for illicit node detection in financial networks. Our method is able to achieve results comparable to a full-information
model using 16% to 56% less samples than previous state-of-the-art.

Implications and Applications. Our results indicate that the burden of labeling by expert analysts can be reduced
significantly by careful choice of data points using active learning. In particular, incorporating network structure more
directly can help in detection of illicit actors in financial networks. Illicit activity in financial networks often involves
transfers between a pair of nodes through intermediaries, and incorporating such behaviors into collective classification
might help in improving the performance further.

In practice, expert analysts are not perfect, and might have biases and errors; the impact of such biases was studied as
part of Sprint 2, and showed that this can lead to a significant reduction in performance. Incorporating such biases in
active learning is important, and can lead to much better performance, both in terms of accuracy and number of samples
needed.



Active Learning with Collective Classification for Identifying Illicit Actors in Financial Transaction Networks

1 Introduction

Illicit financial activities pose a significant burden for the world economy, and detecting and stopping them are important
challenges for financial and law enforcement agencies|Jensen and losifidis|[2023]]. Today’s complex financial systems
and cryptocurrencies such as Bitcoin, which are inherently decentralized, make it even harder to detect illicit activities,
by the very design of such systems. This has motivated a lot of work on developing machine learning methods to
identify illicit transactions and wallets in cryptocurrency networks and financial trading networks [e.g., ElImougy and
Liu, 2023 |Sun et al., 2022, Bartoletti et al., 2018, |Hu et al., 2019, Monamo et al.,[2016a, |[Hirshman et al., {2013} [Lee
et al., [2020}, Pham and Leel 2016 [Turner and Irwin, |2018]]. Typically, these datasets are highly imbalanced, since a
very small fraction of nodes engage in illicit activities. When enough information about illicit transactions or wallets
is available, simple supervised methods do quite well in identifying illicit ones |[EImougy and Liu| [2023]. However,
generating ground truth labels is a very challenging task. Labeling of a node is expensive, since it has to be done by
expert analysts (referred to here as oracles) through careful investigations of complex patterns of transactions across
multiple networks [e.g., Starnini et al., 2021]]. This motivates the design of strategies for choosing nodes carefully
which can be sent to annotators for labeling.

Active learning is a powerful approach to determine which points are most useful, and reduce the number of queries|Liu
and Li| [2023]], Settles| [2009]]. Active learning algorithms run in an iterative manner, and in each iteration, a batch
of unlabeled data points is chosen to be sent to the oracle, and the learner is retrained from using the additional set
of labels. Strategies for choosing the batch of points to be queried are generally based on some form of uncertainty
or typicality score or reinforcement learning [Shafir et al.|[2025]], [Scheffer et al.|[2001]], Ghadiri et al.|[2015]],[Wang
et al.| [2024]]. Recent work has shown that active learning methods can help significantly in reducing the amount of
labeled data needed for identifying illicit nodes in financial networks |Cunha et al.| [2023]],|(Cunha [2024]], [Lorenz et al.
[2020], Labanca et al.[[2022], Wang et al.|[2024]. Our motivating question is, can the performance of active learning be
improved leading to a further reduction in the number of data points that need to be labeled?

Prior work on active learning for financial networks has only used network structure implicitly, as part of network-based
features used by the learner. This has motivated active learning strategies that use network structure explicitly Bilgic
et al.|[2010], J1 and Han| [2012]], Aggarwal et al.| [2014], Jia et al.| [2019]], |Cunha et al.| [2023]. |(Cunha et al.| [2023]]
incorporated unsupervised anomaly detection as a warm start to active learning, but noted that this doesn’t improve
performance. Bilgic et al. [2010] introduce a new technique of collective classification (denoted by CC), which infers
labels for all nodes using information about neighbors. They also retrain a direct classifier (denoted by CO) for each
node using features and labels available till some point. They use disagreement between CC and CO to select nodes to
be annotated, and show that this approach provides significant improvement in performance. However, such methods
have not been applied in financial networks.

Contributions. We design a new approach for detecting illicit nodes in cryptocurrency networks. Our approach,
TwoStepALWithCC, extends the techniques of Bilgic et al.|[2010] by incorporating CO and CC into uncertainty scoring.
Illicit activity in financial networks often involves transfers between a pair of nodes through intermediaries [e.g.,
Starnini et al.,[2021]. We incorporate these effects through aggregation across 1-hop neighborhoods during collective
classification. We find that TwoStepALWithCC gives an improvement over all prior methods for illicit node detection
in the Elliptic++ network [e.g., Elmougy and Liu, [2023]]. Our method is able to acheive results comparable to a
full-information model using 16% to 56% less samples than previous state-of-the-art.

2 Related Work

Financial networks are complex and designed to be decentralized, making detection of illicit transactions and laundering
very challenging. Examples of financial networks which have been studied extensively are cryptocurrency networks,
such as Bitcoin and Ethereum, and other financial networks, such as Panama papers Daley et al.|[2021]. There has been
a lot of work in many areas, including law, criminology, economics and public policy. Detecting illicit transactions
presents a significant intelligence challenge, as analysts must sift through vast amounts of transactional data, often
with incomplete or ambiguous information, to detect patterns indicative of bad behavior by strategically deceptive
actors |Jensen and losifidis|[[2023]].

This has motivated a lot of work on using diverse kinds of machine learning methods for detecting illicit activity. This is
difficult due to limitations in getting data, especially labels indicating illicit activity, which affects both supervised and
unsupervised machine learning methods. Different kinds of unsupervised methods, such as network anomaly detection
and densest subgraph detection, have been explored [e.g., Hirshman et al., 2013} [Pham and Leel 2016, Monamo
et al.| |2016b]; these have been found to have limited performance since illicit actors often engage in strategic and
adversarial behaviors. In cases when labeled data is available, simple supervised machine learning methods, such as
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random forests and network based methods, are quite effective when diverse kinds of features are constructed [e.g.,
Elmougy and Liu} 2023, [Monamo et al.,2016a]. There is fairly limited data with labels indicating illicit transactions.
Elliptic Weber et al.|[2019]], which was extended in Elliptic++ Elmougy and Liu| [2023]], are among the most used
Bitcoin networks, which have labels indicating illicit transactions or wallets. Many of these methods have used different
kinds of features associated with weighted network models for Bitcoin, including number and value of incoming and
outgoing transactions, total transaction size, and temporal properties, such as number of blocks between transactions.
There are very limited datasets on other kinds of financial networks (e.g., transactions involving banks), because such
information is sensitive and proprietary. A large body of work uses the Offshore Leaks Networks, which includes
Panama papers |Daley et al.|[2021]]. This dataset is unique because illicit activities were identified through extensive
work by investigative journalists. There have been efforts to develop synthetic datasets in order to train machine learning
methods for detecting illicit activities. One such example is AMLworld |/Altman et al.| [2024], which involves detailed
agent-based models of banks, companies and individuals, and many kinds of transactions between them. The tool
allows diverse kinds of illicit behaviors to be incorporated.

Active learning is a commonly explored strategy in scenarios where labels are limited, and data points need to be selected
carefully for annotation [e.g.,[Shafir et al.| [2025| Bilgic et al.l|2010, Settles|, 2009, |[Herde et al., 2021, |Zheng et al.|[2010}
Wu et al.l 2013} Rodrigues et al.,|2014]. Such methods iteratively pick pools of points to be annotated, and these are
done using different strategies. A commonly used technique involves a notion of uncertainty score, which chooses
points for annotation where the model is least confident. Another approach involves a notion of typicality, which aims
to identify typical unlabeled data points. Active learning has been extended to incorporate network correlations [e.g.,
Bilgic et al., 2010} |Shi et al., 2012, and these have been shown to give significant reductions in the number of annotation
queries needed. Active learning methods have also been used in the context of financial networks [e.g.,/Cunha et al.,
2023}, |Cunhal 2024, Lorenz et al., 2020, Labanca et al.| |2022| |Wang et al., 2024]], and shown to give improved predictive
performance. However, all these methods use active learning strategies quite directly, without incorporating network
structure or behaviors of illicit activities in a deeper manner.

3 Preliminaries

We represent financial datasets as directed, temporal, labeled and weighted networks G; = (V, E;) with V' denoting
the set of nodes of the network, F; denoting the set of edges at time stamp ¢, and w,(e) denoting the weight of edge
e € I);; we assume the set of nodes is fixed, even if many of them do not have any incident edges at some times. In the
case of Bitcoin and other cryptographic datasets, nodes represent wallets and edges represent transactions.

For anode v € V, let N,y (v, t) and N, (v, t) denote the set of out-neighbors and in-neighbors of v, respectively; let
Cout (U, 1) = | Nout(v, )] and ¢, (v, t) = | Nip(v,t)|. We drop the time dependence to simplify the notation; most of
our analysis uses the structure of the networks aggregated over the whole time period. The machine learning methods
use features for each node v defined over | J, Now: (v, t) and |, Niy (v, ).

Some nodes of the networks are labeled; here we consider two kinds of labels: “illicit” and “non-illicit”, also represented
as 1 and 0. We use £(v) to denote the label of node v. The labels of all nodes are not known initially, and are revealed
through an active learning approach. Let V;(7), V,,;(7) denote the set of labeled and unlabeled nodes at an intermediate
time 7 during the algorithm; we drop 7 when it is clear from the context.

Bitcoin network representation. Abstractly, the bitcoin network is a directed graph of transactions. Each transaction
corresponds to a change in the ownership of currency between addresses. Figure [I] shows an example of three
transactions. A transaction has one or more outputs, each representing a spendable portion of bitcoin, and one or
more inputs that represent spent portions that come from previous transactions. Once a transaction is added to the
blockchain, all of its outputs are considered Unspent Transaction Outputs (UTXOs) that can be spent by their recipient,
i.e. consumed as inputs in other transactions. The transaction network can be interpreted as a network of relationships
between addresses. Figure[Ib]shows such an interpretation of the network in[Ta]

4 Methods

In this section we present our approach for illicit actor detection using collective classification in an active learning
setting. We begin by describing the procedure of semi-supervised collective classification. Then, we describe our active
learning strategy that revolves around this process.
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Figure 1: Three connected transactions and the implied wallet-wallet network from these transactions. Colors indicate
different addresses. (a) Each white box is a transaction, with smaller boxes indicating inputs and outputs. Txn 1 shows
the green address sending coin to the red address. Out 2 in Txn 1 is a change output in which the red user sends the
change remaining from this transaction back to itself. Txn 2 is a consolidation transaction in which the red address
combines its "loose change" into a single output. Txn 3 depicts the red address sending BTC to the yellow and blue
addresses, with Out 3 being change output. Notice that the amount of coin coming out of a transaction is always less
than the amount coming in. That is because the issuer of a transaction must pay a transaction fee to bitcoin miners.
(b) The network implied by the transactions in (a). A transaction with m inputs and n outputs produces m x n edges in
the address graph.

4.1 Collective Classification with Semi-supervision

Collective classification is a method that attempts to leverage the inherent structure of network data to aid the
classification procedure [Sen et al.,[2008|]. Unlike other graph-specific methods such as graph embeddings or graph
neural networks, collective classification is unique in that it does not require any architectural modifications to the
underlying machine learning model; the learner can be any off-the-shelf model that works with tabular data (e.g.,
logistic regression, SVM, random forest). In this section, we describe semi-supervised collective classification without
incorporating it into active learning. We delve into the latter in the next subsection.

At a high level, collective classification is a two-step process involving two smaller models. First, one model uses
features of the labeled nodes to learn how to predict the classes of the unlabeled nodes. It then makes predictions on all
the unlabeled nodes in the graph. Then each node aggregates its neighbors’ predicted labels (and, optionally, features)
into a small set of aggregate features (e.g., label proportions in the neighborhood). Finally, the second ML model learns
to use a node’s features along with its aggregated neighbor features to predict its class.

We show the procedure for learning a collective classifier in Algorithm[I] The function takes as input a labeled set
of nodes £ = {(xy,4») | x € X,y € A\,v € V'}, an unlabeled set of nodes U« = {x, | x € X,v € V}and the graph
adjacency information G. Here, x,, is the feature vector for node v, drawn from the feature space X and y,, is the scalar
label drawn from the label set A = {0, 1}. We additionally define a space of “neighborhood label aggregation” features,
Z, for features constructed from the distribution of labels in the 1-hop neighborhood of v. These include aggregations
such as the proportion of neighbors of v that are labeled “illicit”, and the proportion that are labeled “non-illicit”. We
now learn two distinct classifiers, as explained next.

Algorithm [T|returns two models, the content only classifier CO : X — X, which classifies nodes to the label space
using their inherent features, and the collective classifier CC' : X x Z — A, which classifies nodes to labels using their
inherent features as well as their aggregated features. The procedure begins with training the CO to predict classes
using the labeled node features (Line([I)). Then, CO is used to predict a label for every unlabeled node (Loop in Line [3)
and a new temporary set of node labels 7 is constructed by combining true node labels and CO labels (Line[7). This set
of labels is used in the proceeding label aggregation procedure (loop in Line[9) in which, for every node v € L, we
generate a vector of aggregated features z using an aggregation function. Examples of aggregations include counting the
labels of neighboring nodes, or calculating label proportions in the n-hop neighborhood. In our method, the aggregation

10
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Algorithm 1 LearnCC: Learning collective and content-only classifiers using labeled and unlabeled datasets [Bilgic et al.
[2010].

Require: Graph G = (V, E); label set \; unlabeled nodes U = {(x,v) | x € X, € V'}; labeled nodes £ = {(x,y,v) |
xeX,ye\veV}
Ensure: Trained models CO : X = Aand CC : X x Z — A
1: CO <« Train(£L)
2: T« 0
3: for x, € U do
4: y, = Predict (CO, x)
5 T« T U(Xy, Yy, 0)
6
7
8

: end for
T+ LUT
: ﬁcc — 0
9: for y,,v € L do
10:  z, + AggregatelHop(T, G, v)
11:  Leoco « Loo U (Xy || 2o, yo) {# || is the concatenation function}
12: end for
13: CC <+ Train(Loe)
14: return CO,CC

is the proportion of a node’s neighbors with labels 0 and 1 as was done in[Bilgic et al.| [2010]. In other words, in Line[I0]

the function Aggregatel1Hop calculates z, = (a2, al) where

i _ {(x,4,u) €T [ u € Nout(v) U Nip(v)}]

v Cout (V) + €in (V)

a

These aggregated node features are combined with existing node features to produce the training set that will be
used to train the collective classification model Lo . Specifically, for every node v € £ we calculate the aggregated
feature vector z,,, concatenate z, to the node’s original feature vector z,, and add the result along with v’s label to Lo
(Line[TT}) Finally, L is used to train the collective classifier (Line [13)).

Next, we will detail how we incorporate collective classification into our active learning routine.

4.2 Multi-step Active Learning using Collective Classification

Active learning is an iterative process where, at each iteration, unlabeled samples are selected to be annotated by an
oracle to improve the performance of an underlying learner. Successful selection strategies are those which are able to
select the most informative samples for labeling; ones which reveal the most useful information about the underlying
dataset once they are annotated. In our work, we attempt to exploit three different sources of information inherent to the
collective classification algorithm. Namely, we exploit the information produced by, 1. the Content Only classifier (CO),
2. the Collective Classifier (CC), and 3. the contrastive information of the two classifiers. We do so by following a two
step process for selecting nodes. First, we query the models CO and CC about their prediction for every unlabeled node.
Then, starting with nodes on which the models disagree, we calculate a single score of each node describing the level of
uncertainty both CO and CC have of it, and sample nodes based on this score. If our budger still allows, we follow the
same process on the non-disagreed upon set.

Algorithm 2] shows the procedure of two-step active learning. As input, the procedure takes the graph structure G, a set
of unlabeled nodes U = {x, | v € V'} and an optional set of labeled nodes £ = {(yy,Xy) | 4o E A, x € X,v €V}, a
batch size 8 determining how many samples are annotated per cycle, and a total budget b determining the total number
of samples that can be annotated. Assume for simplicity that b is a multiple of 5. It produces trained CO and CC
classifiers along with a set of annotated nodes.

First, a random set of nodes is selected and annotated by the oracle, as denoted by the function call, Annotate(-)
(Lines2}3). Then, while there are still nodes to annotate and the annotation budget permits (condition on line[6), active
learning cycles are executed. A cycle goes as follows: first, the current labeled data is used to learn CO and CC models
using the procedure described in Algorithm[I|(Line[7). Then, in Line [8|we add the samples which CO and CC classify
to opposite classes to disagreement set D, Prj/(y | x) is the probability that model M believes the sample with features
x will take up class y. Nodes on which CO and C'C agree are added to class D¢.
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Next, for the sets D and D¢, we calculate an aggregated uncertainty score for each of their nodes as shown in Line[T4]
This score represents an aggregation of how much models CO and CC are uncertain about the label of node v. In our
work, we calculate this score as follows:

- ZME{CO,CC} ZyeA Pras(y | x,) log Pras(y | xu)

AggUncertaintyScoring(x,,, CO,CC) = 5

Once the aggregated uncertainty scores are calculated for each node in the set, we normalize these scores to form
probability distribution P. This is done in Line[I6] where

s
Normalize(S) = ¢ (v, =—— ) | (v,8) € S
{( Z(u,s’)GS Sl)

Samples are then drawn from P and added to the set of annotated nodes (Line[I7). Note that, nodes are sampled from
D¢ only if 8 < |D| (Line ) This guarantees that nodes on which CO and C'C' disagree upon are picked first.

At the end of the active learning iteration, selected nodes are annotated and added to the labeled set of nodes

Algorithm 2 TwoStepALWithCC: selecting samples for annotation

Require: Graph G = (V, E), unlabeled datald = {x,, | v € V'}, optional warm-start labeled data £ = {(y,x,) | Y €
A, v € V'}, batch size 3, and annotation budget b
Ensure: Trained models CO : X — Aand CC : X x Z — X and annotated nodes A = {(y,x,) | v € V,y € A}
1. A+ L

2: A +RandomSelection(U{, b)
3: A+ AU Annotate(A)
4: b=b—p
56U+ VA
6: whileb > 0AU # O do
7.  CO,CC <«+LearnCC(G, \, U, A)
8: D« {z, €U |argmax, Prco(y | z,) # argmax, Pry..(y | z,)}
9: D« U\D
10: A<+ 0
11:  for S € (D, D) do
12: J 0
13: for x, € D do
14: J + J U (v, AggUncertaintyScoring(x,, CO, CC))
15: end for
16: P <Normalize(S)
17: A < AU Sample(P, |A| — 5)
18: if |A| = (3 then
19: break
20: end if
21:  end for

22: A<+ AU Annotate(A)
23 U« U\A

24: b=b-p

25: end while

26: return CO,CC, A

5 Results

The primary goals of our experiments are twofold: (i) to assess the role of network structure by evaluating the
performance of CC, and (ii) to evaluate the impact of the combination of active learning and network structure on
the performance of TwoStepALWithCC. We conduct experiments on diverse datasets and multiple variants of our
approach, with an emphasis on exploring the trade-off between classification performance and sample set size, while
benchmarking against established baselines.
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5.1 Setup

Datasets. We use two datasets. The first is the labeled Bitcoin network dataset (Elliptic++) released in 2023 by [Elmougy
and Liu [2023]], which was obtained by crawling the blockchain, building on an earlier dataset [Weber et al. [2019].
While the data is comprised of two networks, transactions and wallets, we focus on the wallet-level network here. This
consists of 822K nodes, where nodes are wallets and edges indicate that a transaction pulled money from a wallet and
then deposited into another wallet. Each wallet node is associated with 56 features, which are properties of the associated
transactions. Wallet nodes are labeled illicit if associated with at least one known illicit transaction. Otherwise, a node
is labeled non-illicit if the fraction of known non-illicit transactions associated with it is larger than a threshold. If
neither condition is satisfied, the label is considered unknown. We note that the dataset is highly imbalanced; only
~ 2% of transactions are labeled as illicit, and the vast majority have unknown labels. In our experiments, we group the
unknown and non-illicit nodes.

The second dataset we use is a dataset produced by AMLworld Altman et al.| [2024]], which is a simulated agent-based
anti-money-laundering (AML) tool modeling diverse kinds of illicit behaviors. The dataset consists of a simulated
world involving organizations such as banks, companies, and individuals, with different kinds of transactions occurring
between them. A fraction of individuals engage in illicit transactions, based on a set of specified behaviors. The
simulated dataset contains label information, which is used by our method. We two of their datasets, where HI and LI
indicate high and low illicit transaction ratio, respectively, and "Small" indicates that these are their smallest datasets.

Table 1: Statistics for each dataset used in our experiments. Calculated features include subgraph counts (SG),
centralities (Cen), reliability (Rel), degrees (Deg), and aggregated features (Agg). Features are detailed in the appendix
(unfinished). All graphs had their duplicate edges removed.

Network Nodes Edges | Node Features | No. of Illicit Nodes

| Given | Calculated | (% of total nodes)
Elliptic++ - Wallets 822043 2784345 55  29(SG)+ 1 (Rel) + 4 (Cen) 14,267 (1.7%)
Elliptic++ - Transactions 203,769 234356 183 29 (SG) + 3 (Deg) + 4 (Cen) 4,545 (2.2%)
HI-Small 515,081 5,078,346 0 112 (Agg) + 29 (SG) + 4 (Cen) 6,357 (1.2%)
LI-Small 705904 6,924,050 0 112 (Agg) + 29 (SG) + 4 (Cen) 5,304 (0.8%)
HI-Medium 2076999 31,898,239 0 112 (Agg) + 29 (SG) + 4 (Cen) 41,857 (2.0%)
LI-Medium 2,032,061 31,251,484 0 112 (Agg) + 29 (SG) + 4 (Cen) 15,509 (0.7%)

Baselines. We compare performance across a variety of methods that differ with respect to the underlying learning
model and sample selection schema. We use four category descriptors to describe models: AL/NoAL: the former
indicates that samples are selected through an active learning schema, and the latter indicates that samples are selected
for labeling randomly. CC/NoCC: CC is used when the underlying learner is the one described in Algorithm[T} NoCC
means that the underlying model uses a node’s local features only. 2DA/3DA/NoDA: these indicate the models that
go into the calculation of the disagreement filter set D in Line [§] of Algorithm[2] 2DA means that disagreement is
based on CO and CC disagreeing on a label. 3DA uses the majority voting method proposed by Bilgic et al.|[2010], in
which the network is clustered before training commences, and when the disagreement filter is calculated in Line 8] for
some node u, three predictions are compared instead of two: CO, CC, and the majority class of the cluster of node u,
calculated based on the portion of annotator labeled nodes in in that cluster of each class. If one of these predictions
differs from the rest, the node is added to the set D. Finally, NoDA means that all nodes pass the disagreement filter, i.e.
D =U. I(CO)T(CC)MAX/AVG/ds/NoUS: the method in which scores of CO and CC are aggregated to produce a
node’s uncertainty score I(i.e. the AggregateEntropy function in Algorithm 2| Line[7). I(CO) and I(CC) are identity
functions returning the respective entropy scores. MAX and AVG return the maximum and average of the scores of CO
and CC. ds uses the disagreement score method from Bilgic et al.|[2010]], where, given node « and multi-set S,, € A
containing all the predictions made about v from the underlying models (e.g CO and CC), the disagreemenet score is
ds, = —Dglog Dy — D1 log Dy where D, is the proportion of S, equal to . NoUS gives the same score to all the
nodes, which is equivalent to relying on disagreement filtering exclusively. CS/NoCS: indicates whether clustering is
used when sampling nodes for annotating as described in Bilgic et al.| [2010]. When CS is used, sampling at Line[I7]
of Algorithm 2] proceeds differently: given a batch size of B and that the network is split into at least B clusters, the
informativeness scores I of all nodes in each cluster are summed into per-cluster scores, those scores are divided by the
number of annotated nodes in each cluster, and finally, B clusters are picked proportionally to their scores. The node
with the highest informativeness score I from each selected cluster is added to A.

Under this schema, the approach in Bilgic et al.|[2010] can be be labeled as AL-CC-NoDA-ds-CS. Our proposed
approach is AL-CC-2DA-AVG-NoCS.
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Table 2: Number of labeled samples needed to achieve the same or higher F1 score on the minority class as compared
to a NoCC model trained on the entire training set without labels.

Strategy HI-Small LI-Small Elliptic++
NoAL-NoCC 460000 630000 730000
NoAL-CC 40000 40000 130000
AL-CC-NoDA-ds-CS 900 1800 7600
(Bilgic et al.| [2010])

AL-CC-2DA-AVG-NoC 900 1400 7000

(our approach)

Machine learning models. We use the XGBoost|Chen and Guestrin|[2016] implementation of gradient boosting as the
underlying machine learning model for all of our algorithms.

Metrics. We use the standard metrics of precision, recall, F1-score and AUCROC to evaluate the quality of classification
of the various methods considered. Another recurring metric is the number of data samples required to achieve a certain
performance, considering that it is a challenge to obtain labeled data in this domain.

5.2 Experimental results

5.2.1 Comparison of AL approaches

Table 2] compares the number of samples annotated by each approach before achieving an F1 score equal to or greater
than a NoCC model trained using the entire training set with true labels. The lower the number, the better the active
learning schema. We find that, regardless of active learning, collective-classification performs much better than NoCC,
demonstrating the value of structurally aware methods. Comparing the first two rows with the other 5, we see the
pronounced effect of AL, which reduces the samples needed by orders of magnitude. We also see that our proposed
method outperforms previous state-of-the-art, requiring between the same number of samples and 22% less annotated
samples to achieve the same results. Figure [2]shows a comparison of the performance of our proposed approach and the
one proposed by Bilgic et al.|[2010] using up to 5% of the data. We find that, at the early stages of active learning, the
two methods are about tied. However, as more samples are revealed, our proposed method is able to improve the model
more rapidly, especially in the case of LI-Small, which has the most drastic class imbalance. We attribute this to the
fact that our method does not depend on majority voting, which might hinder disagreemenet calculation since the vast
majority of nodes is in the majority class, and therefore clusters will mostly have non-illicit nodes as their majority
class. Additionally, taking into account unceratinty scores while selecting samples allows for more fine-tuned selection
of samples than raw disagreement scores, and enables meaningfully breaking ties between nodes.

5.2.2 Ablation Study

Figure [3|shows the performance of five different models, CC-2DA-AVG is our final proposed method, and the other
four are models in which one or more aspects of the algorithm are removed. In the models where aggregation is I(CC),
uncertainty scores are not aggregated, and the collective classifier’s score is used directly. In models where filtering is
NoDA, disagreement filtering is not used. Finally, NoCC is a model in which collective classification is not used at all
and classic uncertainty sampling is used instead. We show the performance as the first 1% of the data is revealed.

All the networks show superior performance when 2DA is used. Interestingly, we find that using CC, we improves
performance for HI-Small and Elliptic++, but not LI-Small. Note that this does not translate to NoCC being better than
CC,; recall from Table 2] from comparing the first two rows, that CC is able to outperform NoCC even without using
advanced active learning (i.e. random sampling) using an order of magnitude less samples. However, this indicates that
CC is slower at finding useful samples to label than NoCC. Using 2DA, though, seems to overpower this weakness of
CC at the beginning of active learning procedure.

5.2.3 Neighborhood aggregation

We compare the performance of our proposed approach when using different neighborhood aggregation functions to
collect label information. In other words, we replace the Aggregate1Hop function in Line[T0|of Algorithm [T]with the
following functions:
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Figure 2: Comparison of the performance of our proposed method and the method proposed by [Bilgic et al.[[2010] as
5% of the data is revealed.
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Figure 3: Ablation study of our proposed method with respect to collective classification usage, two-step disagreement
filtering, and uncertainty score aggregation.
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Figure 4: Comparing undirected and directed consideration of neighborhood aggregation.

* Aggregatel Hop: collects label information from a node’s neighbors and aggregates them into the proportion
of 1s and Os in the entire 1-hop neighborhood..

» Aggregate2Hop: collects label information from a node’s neighbors and neighbors of neighbors and aggregates
them into the proportion of 1s and Os in the entire 2-hop neighborhood.

» Aggregate|Hop2HopSep: collects label information from a node’s neighbors and neighbors of neighbors but
aggregates them seperately. In other words, reports the portion of 1’s and 0’s in the 1-hop neighborhood, and
the portion of 1’s and 0’s in the 2-hop neighborhood as four separate values.

All three functions are tested with an undirected and directed settings. In directed settings, information is only collected
from outgoing edges (i.e. nodes which the source node can reach). For the undirected setting, directionality of edges is
ignored.

First, we compare the effect of directionality on performance in Figure[d We find that treating the neighborhood as an
undirected graph produces much better results across all datasets. This makes sense as illicit nodes can play dual roles —
both as receivers and as senders of illicit transactions. We also compare the performance of the three alternatives under
undirected neighborhood consideration in Figure 5]

6 Conclusion

Detection of illicit nodes in financial networks is a very important problem for financial and law enforcement agencies.
Since labeled data is very limited, active learning based strategies provide significant benefits in detection of such
nodes. Our approach, TwoStepALWithCC, shows that incorporating network structure more explicitly, along with
patterns of illicit behaviors, into active learning can further improve performance. In particular, TwoStepALWithCC
shows improved performance along multiple metrics in such highly imbalanced datasets. There is a lot of work on
characterizing illicit behaviors, and adapting active learning methods to incorporate such behaviors is interesting future
work. In practice, annotators are not perfect, and this has to be incorporated into active learning. Understanding the
impact of such errors, and improving TwoStepALWithCC to handle them are also important open problems.
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