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Verifying an illicit node, for example, can require more work and involve a different probability of
error than confirming a benign one. We examine how a range of error models, rooted in these node
attributes and query patterns, influence information value and active learning. Although the active
learning literature frames this issue as annotator performance |e.g., Herde et al., 2021, |Zheng et al.,
2010, it has not yet been explored for financial transaction networks, nor have prior models captured
the network-driven biases that arise during analyst labeling. Our work closes both gaps.

Summary of our results.
To illustrate these challenges and point to potential solutions, we examine various types of labeling
errors within the context of a Bitcoin transaction dataset.

Our findings include:

e Impact of uniform and class-specific analyst errors. When the analyst error is uni-
form—i.e., independent of the true label—the decline in active learning performance is initially
mild but grows rapidly as the error rate rises. When the error is class-dependent (illicit vs.
non-illicit), the behavior is more complex: Non-illicit labeling errors have a greater effect on
the model’s precision, while illicit labeling errors are more detrimental to its recall.

e Impact of feature-dependent analyst error. Assuming the analyst error depends on node
degree, all performance metrics deteriorate as error probability increases, albeit with high
variance. Notably, the fraction of errors on illicit nodes is higher under a uniform error model
than under the degree-dependent model—consistent with non-illicit nodes exhibiting nearly
double the average degree of illicit nodes.

e Precision degradation during active learning under an imperfect analyst. Across
datasets, classifier performance improves only up to a threshold as additional labels are acquired;
beyond that point, precision and F1 decline, while recall and AUC-ROC merely plateau. The
deterioration stems chiefly from rising false positives, not false negatives: More non-illicit nodes
are misclassified as illicit, whereas already-identified illicit nodes rarely become mislabeled.

o Impact of graph-correlated bias. We introduce an annotator model that over-labels a
node as illicit when its neighbors are predominantly (already labeled) illicit. This bias raises
error rates for illicit nodes, produces a bias-factor—proportional spike in non-illicit errors that
subsides with continued learning, and shows that wider propagation radii increase illicit-node
errors while reducing non-illicit ones.

Implications for analyst decision advantage

Our findings demonstrate that labeling errors can substantially degrade machine learning performance,
but the extent of this degradation depends on the nature of the error and the metric being
evaluated. For example, some error models show that mislabeling non-illicit nodes primarily reduces
precision, while mislabeling illicit nodes primarily harms recall. This underscores the importance of
characterizing analyst behavior using independent evaluation datasets and selecting performance
metrics that align with the specific goals of the application.

A significant result is that, under imperfect analysts, active learning performance improves only up
to a point, after which it begins to decline. This suggests a clear need to limit the number of queries
to the analyst based on an understanding of their reliability. Determining the optimal stopping point
for querying is a vital area for future research.



In addition, analyst biases that correlate with network structure or past labeling decisions have a
significant impact on learning outcomes. These findings emphasize the importance of more accurate
models of analyst error. Further research is needed to develop robust techniques that can enhance
learning performance in the presence of imperfect annotators.

Background

Our sample problem setting is a network, G(V, E), of financial transactions among a set of actors.
Each node has an associated set of features. Some of these actors are illicit and labeled as such,
some are licit and are labeled as such, and the rest are unlabeled (could be illicit or licit). We are
interested in developing machine learning methods to classify nodes as illicit or licit.

Models of analyst uncertainty. We assume that a query to an analyst is answered incorrectly
with some probability based on the following models:

e Uniform error probability: This is the simplest model, in which we assume the error for both
classes (illicit and non-illicit) is the same.

e Different probabilities for the two classes, which is referred to as annotation-dependent perfor-
mance in the active learning literature |[Herde et al., 2021, Wu et al., [2013, |Rodrigues et al.,
2014, Moon and Carbonell, 2014]

e Error probability depending on node feature, including graph properties, such as degree; this
is also referred to as query-dependent annotation performance [Wallace et al., [2011} |Calma
et al., 2016, Du and Ling}, 2010, |[Yan et al., 2011} [2012].

e Correlations in biases over the network: Since annotation is often an extensive and manual
process performed by domain experts, it is natural that biases could creep in. Furthermore,
bias in incorrectly labeling a node may lead to biases in neighboring nodes, which can decay
with distance in the network. We formalize this in the following manner. Let pg_,1 denote the
baseline probability of the analyst mislabeling a node with true label 0 as 1. p;_,¢ is defined
similarly. Suppose that the analyst is asked to label a node, v, with true label 0. Suppose that
there are mg nodes in the d-hop neighborhood of v that have previously been labeled 0 by the
analyst. Similarly, m; nodes have previously been labeled 1 in the d-hop neighborhood of v.
Then, the probability that v will be mislabeled is pp_1 + a(m; — mg). Analogously, for the
case where the true label of v is 1, the probability of mislabeling is p;1_,0 + a(mo —m1). a'is a
small constant, say 0.1.

Problem statement. We consider two classes of problems, based on the questions we studied in
Product No. 00008:

e Impact of analyst error on value of information. We study the performance of supervised
and unsupervised methods for the different error probability models, and estimate when the
impact would be the highest, using multiple metrics such as precision, recall, and AUCROC.
This can be helpful for analysts in prioritizing their labeling efforts.

o Impact of analyst error on the performance of active learning methods. We consider
the setting where the analyst makes errors at each step of the active learning process. We
assume the true labels are not known here, and the active learning method proceeds without
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Figure 2: Correlation in errors as more nodes are queried, indicated by ¢y, ..., qs. The probability of
error in node ¢; depends on the nodes queried earlier.

knowing whether the analyst’s prediction is correct or not; the final performance is estimated at
the end of the active learning algorithm. We study how the error impacts the final performance;
we also consider parameters for the batch size and number of queries. Note that in the
correlated bias model, the error rate is not fixed, but can evolve during the course of the
algorithm.

Methods

0.1 Value of information under analyst error

We formalize the amount of noisy label information available for detecting illicit nodes and assume
label information is given for all nodes. For an illicit node 4, let 1 denote the probability that its
label is provided, and let p denote the probability of error due to the analyst. In other words, for
each illicit node (which is picked randomly with probability z1), we assume the analyst labels it
correctly with probability 1 — p. Note that all the remaining nodes are labeled as non-illicit, which
also includes some errors that we do not focus on here. Choosing illicit nodes randomly corresponds
to a full information setting and is, therefore, unrealistic. We will also order nodes by the value
of a specific feature-e.g., fees_median-and consider top k£ nodes in this ordering; this models the
scenario in which analysts use such orderings to explore the labels of nodes. Each illicit node in the
top-k set in this order is labeled correctly with probability 1 — p, following the above notation.

0.2 Active learning with analyst error

We first recall the standard active learning framework, and describe how analyst error is evaluated.
We assume that we have a set of points X = {X;}¥ ;. Each point has a corresponding true label Y;,
drawn from ) = {—1,1}, but these labels are initially unknown.

The goal of the learning algorithm is to find a § that optimizes a loss function I(fs(X),Y), where it
searches for a hypothesis fg(-) : X — ) from a parameterized family F = {fy}. The active learning
algorithm iteratively chooses points from X', for which the true labels can be revealed by an analyst;
however, in our current setting, the label is only revealed with some error.

The goal of the active learner is to choose points opportunistically and ask the analyst for labels,
with the goal of minimizing the number of queries. We use the uncertainty sampling strategy [Liu
and Li, 2023|, where the active learner computes an “uncertainty function”, U (6, X) € [0, 1], which is
a measure of the uncertainty of the current function fy about the point X. Specifically, the closer
U(0,X) is to 0, the more certain the learner is about the label of X. To choose the next point to



query the analyst, the active learner samples from X by treating U as a probability distribution.
We note that in this current work, the active learner is not aware that the label can be incorrect; in
future work, we will explore how the active learning method can be extended to incorporate the
error model.

Data and evaluation

0.3 Data and setup

Dataset. As in Product No. 00008, we use the labeled Bitcoin network dataset (Elliptic++) released
in 2023 by [Elmougy and Liul [2023|, which was obtained by crawling the blockchain, building on
an earlier dataset released by [Weber et al.| [2019]. While the data is comprised of two networks,
transactions and wallets, we focus on the wallet-level network here. This consists of 822K nodes,
where nodes are wallets and edges indicate that a transaction pulled money from a wallet and then
deposited into another wallet. Each wallet node is associated with 56 features, which are properties
of the associated transactions. Wallet nodes are labeled illicit if associated with at least one illicit
transaction and non-illicit if the fraction of non-illicit transactions associated with it is larger than a
threshold. We note that the dataset is highly imbalanced; only ~ 2% of transactions are labeled as
illicit, and the vast majority have unknown labels. In this work, as in Product No. 00008, we group
the unknown and non-illicit nodes.

Machine learning methods. We consider supervised and active learning methods. We primarily
focus on a random forest method for supervised learning, which uses the node features for prediction
of labels.

Evaluation. We evaluate all of our methods (supervised and active) on 10% of the data, using ten
different random subsets of the data. Our evaluation metric is the Area Under the Curve of the
Receiver Operating Characteristic (AUC ROC). It measures the area under the True Positive Rate
versus False Positive Rate curve. A score of p is interpreted as the probability that an anomalous
node will have a higher anomaly score than a non-anomalous node.

1 Results

1.1 Value of information under analyst error

Figure [3] shows results for labeling illicit nodes in increasing amounts as described in Section
Figure [3a] shows the results for randomly labeling illicit nodes as such according to probability z1,
with a mislabeling probability of p indicated by the different lines. Figure [3b|depicts the performance
of models in which illicit nodes are sorted based on the node degree, and only the top-k nodes are
labeled as such, but with an error probability shown as different lines. We find that analyst error
has a predictable impact on the value gained from correctly labeling an illicit sample; a higher error
rate results in reduced performance, particularly in recall. Interestingly, the pattern of peaks that
performance follows in the case of degree sorting remains consistent with different error probabilities.

1.2 Active learning with analyst error

Uniform analyst error model. Here, we assume the analyst makes a mistake for each data point
X with some probability P., with P, = 0 being the perfect analyst. Once a sample is annotated by
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Figure 3: The performance of a random forest model trained on a dataset in which illicit samples
are gradually revealed to the learner. In other words, the point 6000 on the x-axis corresponds to a
point where 6000 of the illicit samples in the dataset are correctly labeled as such. : Samples are
revealed in random order. [3b|: Samples are revealed in the order of their degree in descending order.
Different hues indicate different error rates — the higher the error rate, the more likely that an illicit
node will be mistakenly labeled as non-illicit.
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Figure 4: The performance of an active learning model after training on 1% and 10% of the data
when the analyst has the same error rate for both classes. The x—axis shows P,, the probability
that the analyst classifies incorrectly.

the analyst, that sample is added to the training set and never re-annotated. Figure [4] shows the
performance of the model under different error rates, when a total of 1% and 10% of the data is seen
by the active learning method. We observe that all performance metrics are highly sensitive to the
analyst error rate, and the precision, recall, and F1l-score degrade as the error rate increases.

Modeling class-specific imperfect annotator behavior. In this experiment, we attempt to
model the performance impact of the analyst having different error rates for the illicit and non-illicit
classes. Figure [5| shows the performance of the model after completing 200 active learning cycles
using batch size equal to 200. The x—axis shows the error rate of the illicit class. The total error
rate is maintained at a constant 20%, while the illicit and non-illicit error rates adjust to reflect a
wider disparity in classification errors. For example, at x = 0.1, the non-illicit error rate is 0.2017.
In Figures [6] and [7] we study the impact of varying illicit and non-illicit error rates, and the total
illicit rate is not kept constant. It is important to note that the majority of the data falls under the
non-illicit category (98%) while only 1.7% of the data is labeled illicit. This necessarily means that a
1% error rate in the non-illicit category will result in many more errors than a similar increase in the
illicit category. The results show that the precision of the model is more closely correlated with the
non-illicit error rate than with the illicit error rate, while recall has a greater correlation with the
illicit error rate than with the non-illicit error rate. This may indicate that correctly labeling illicit
nodes is much more beneficial for the learning model’s ability to identify illicit nodes in the data.
On the other hand, the precision of the model, or its ability to isolate illicit nodes from non-illicit
nodes, requires the model to identify as many correctly labeled nodes as possible from both classes.
It is interesting to note that the recall shows a gradual increase in Figure [6] This increase in recall,
combined with the drastic fall in precision, can be understood as the model beginning to mass-label
all samples as illicit. For instance, examining the change from the x-axis points of non-illicit error
from 0.25 to 0.3, precision falls by approximately 20%, and recall increases by about 1%. This means
that 1% more of the illicit nodes were labeled correctly while resulting in an increase of around 30%
in false positives, i.e. non-illicit samples labeled as illicit.

Modeling feature-dependent imperfect annotator behavior. We simulate an imperfect
annotator whose performance deteriorates in correlation with a specific data feature. Here, we
assume that the analyst makes a mistake in correlation with the total degree of a node. In other
words, for a node with degree d, the probability of making a mistake is the log of the degree of the
node, min-max normalized to fall in the range [0, 1], and scaled up by some constant «, and clipped
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Figure 5: Performance of the active learning model when the analyst is imperfect and makes errors
with different probabilities for the illicit and non-illicit nodes. The total error rate at all points is
kept at 20% while the class-specific error rates change with the x—axis. Results are shown when 1%
and 10% of the data is labeled by the analyst.

Anomaly Precision Anomaly Recall Anomaly F1 AUC-ROC

005 (30 015 020

Non-illicit Error Rate

025 030 005 010 015 020

Nonvillicit Error Rate

025 030 00s 010 015 020

Nonillicit Error Rate

025 030 005 010 015 020

Non-illicit Error Rate

025 030

lllicit Error Rate

Wiicit 0.05 Illicit 0.10 Wiicit 0.15 Illicit 0.20 it 0.25 Iilicit 0.30

Figure 6: Error-surface for all four metrics (precision, recall, F1, AUC-ROC) with the non-illicit
error rate on the x-axis and illicit error as the hue. Each line is shaded £0.5SD over the 10 splits.

)

where ming and max, are the minimum and maximum degrees of the nodes in the train set, and the

to the right at 0.75. In other words it is equivalent to

log(d + 1) — log(ming +1)
log(maxg +1) — log(ming +1)

P.(d,a) = min <0.75, a

degree is shifted by 1 inside the log in order for the image not to start at —oo.

Figure [§] compares the performance of both the degree-dependent model and the uniform error model
with respect to the percentage of errors that the analyst makes. For each model, we interpolate a
best-fit line using logistic regression. The results suggest a slight performance difference between the
error models, with the degree-dependent error model exhibiting worse performance, particularly in
terms of precision. In Figure[J] we attempt to explain this phenomenon. We find that the logarithmic
model is more likely to make mistakes on higher-degree nodes, and subsequently, the proportion
of errors it makes on non-illicit nodes is higher than the uniform model. Figure [9¢| shows, for each
model, the percentage of errors occurring on non-illicit nodes with respect to the total percentage of
mislabeled samples. As we move further down the x-axis, the analyst makes more mistakes. We find
there to be a significant difference in error percentage across the two error types; at error percentage
15%, the analyst makes around 8% more errors on the non-illicit class when using the logarithmic
error model. In Figure [0b] we attempt to dissect the issue further. We find that the uniform model
makes more errors on lower degree nodes — which are more likely to be illicit — than the logarithmic
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model. We model a histogram of the degrees of the nodes which the models mislabel. The result,
that more errors on non-illicit nodes result in lower precision, correlates with the results in Figure [6]

Precision degradation over time under imperfect analyst. During our experiments, we
observed that, as an imperfect analyst labels more samples, the recall of the active learning model
improves until plateauing, while precision improves until a certain point, after which its performance
degrades. Figure [T1] demonstrates this effect for all three presented error models. Figures [I0a]
and show that, as the overall error rate increases, the degradation in precision also increases. On
the other hand, Figure shows precision degradation under a constant overall error rate, but in
which the error across illicit and non-illicit nodes is different. We find that precision degrades 12%
when the illicit error rate is its minimum of 5%, up to 22% when illicit error rate is at its maximum
of 40%. We find this observation to be of interest as it indicates that, with higher error, only the
false positive rate increases, not the false negative rate. In other words, more non-illicit nodes are
mistaken for illicit nodes, while already identified illicit nodes do not become mislabeled.

Performance under the graph-correlated bias model. We model an imperfect annotator
that exhibits a proximity bias: The modeled annotator will be more likely to erroneously label a
non-illicit node as illicit if there are more (previously labeled) illicit nodes in its local neighborhood
than non-illicit ones, and vice versa. We run a suite of experiments over a range of different values
for the parameters «, po_,1, p1—0, and depth (depth of the neighborhood from which mgy and m;
are counted for a node).

Figure shows the effect of each parameter on performance. We see that for all parameters, the
higher the value, the worse the performance. This is exhibited by lower means and higher diffusion
of the results. This is a natural outcome, since the parameters lead to increased error probabilities.

Next, we wanted to ask the following question: Do the annotation errors that arise from this
annotation model produce a categorically different type of error as compared to other error models?
In other words, on average, is a locally propagated labeling mistake worse for performance than
a random one? To attempt to answer this question, we compare the performance of the biased
model with the performance of the uniform and label-based models whose results are in Figures [4] [6]
and [7] Specifically, we view performance plotted against the percentage of erroneously labeled illicit
and non-illicit samples. These results are shown in Figure [[2 We find that all three error models
roughly follow the same trajectory: The precision of an experiment is inversely proportional to the
number of non-illicit errors, and its recall is inversely proportional to the number of non-illicit errors.
While this is a fairly consistent result, it is not definitive, and further work is needed before we can
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Figure 8: The performance achieved from running active learning models under different analyst
error models. The z-axis shows the percentage of annotated nodes that the analyst incorrectly
labeled. “Logarithmic on degree” refers to the error probability being correlated with the log of the
degree of each node. “Uniform” refers to a constant error rate.
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by the analyst under different analyst error rates.
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Figure 11: Precision and recall values of models running using the graph-correlated bias model. Each
sub-figure is a view of the same set of experiments, but in each box plot experiments are grouped
based on a different parameter of the performance model. Figure depicts the a parameter,
Figure the depth of the neighborhood of a node from which errors propagate, and Figures[I1c
and the po_1 and pg_,1 paremters, respectively.

draw any meaningful inferences. For this reason, we plan to carry out more methodical null model
experimentation using a generative class of graphs over which we have finer control.
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Figure 12: The performance of the bias, uniform, and label-based error models against the percentage

of samples in the data which are erroneously labeled. Figures [12a] and show the percentage of
illicit and non-illicit samples that are mislabeled.
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